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�VAR Adds Clarity to The Tisk Debate 

By Rod A. Beckström, CEO of C·ATS Software





The debate about derivatives risk which has involved regulators, legislators and market participants in recent months has proved the old maxim to be correct: "the devil is in the details".  



Yet derivatives are not so complex as to defy risk measurement techniques and statistical methods used regularly in science and commerce.  



DERIVATIVE INSTRUMENTS 



There are signs that a method geared to measure this complexity - known as value at risk, or VAR - is winning wider acceptance from the derivatives industry and its regulators.  



VAR is a method of assessing risk which uses standard statistical techniques employed routinely in many other fields, including physics, chemistry, manufacturing and computer-aided design (CAD).  



Its adoption - which seems inevitable - should give the derivatives industry and its regulators an objective and an easy measure of risk.  



In the past, the assessment of derivatives risk, or even of financial risk in general, has been hampered by an absence of a universally accepted technique for measuring the loss potential within a particular transaction or across an entire portfolio.  



Older means of evaluation, such as gap analysis and accounting simulations, are too imprecise to measure trends in today's fast-moving and complex financial markets, and do not meet tougher regulatory and accounting demands.  



These older techniques are inadequate in two ways: first, they define instruments as mere line item entries on a balance sheet; second, they value instruments through accrual accounting techniques.  



By contrast, VAR provides a more dynamic framework which looks at risk as it evolves over time, rather than providing a static snapshot of a portfolio or balance sheet.  



In technical terms, VAR measures the daily statistical variance of the value of an entire portfolio. Once any manager understands the variance, or volatility, of a portfolio, it is possible to estimate the probability of different levels of gains or losses occurring.  



Var assumes that, on average, changes in the value of a portfolio are random and can be estimated largely by using the normal probability distribution function. By employing basic statistics, the estimated standard deviation, or volatility of the market value of the portfolio can be calculated.  



VAR takes into account the portfolio's standard deviation, or volatility, a time period, and a "confidence interval". The confidence interval can be defined as the probability of avoiding a loss equal to or greater than the value of risk over the time period.  



For example, a portfolio might be worth $1bn. The value at risk of the portfolio may be $20m overnight with a confidence interval of 5 percent. This means that with a 5 per cent probability - or a probability of once ivery 20 days on average - that the portfolio's value will fall by more than $20m. On all other days, the portfolio will increase in value or suffer a loss of less than the value at risk.  



Another way of approaching VAR is to imagine pushing historical prices through a portfolio and then revaluing the portfolio each day. The daily change in the portfolio's value is then computed through time and a time series built up.  



The standard deviation or volatility, of the time series is then calculated. Once the standard deviation is known, it is easy to estimate the probability of a given loss over the next day or any other time period.  



Different models from the historic simulation model described above can be used for computing VAR. However, the historic simulation approach is universal and applicable to all instruments and all market price risk factors, whether interest rate, foreign exhange, equitey or commodity- based.  



VAR, like other approaches to risk measurement, provides only an estimate, but one which is grounded in history and derived from superior techniques and theory.  



The fact that VAR is an estimate does not lessen its value and usefulness any more than similarly informed estimates do in other areas of commerce and science. The beauty of VAR is that it can be expanded beyond portfolio risk evaluation to encompass the whole balance sheet and to measure return on risk for the operations of an entire firm.  



VAR's ultimate reward lies in advancing the risk debate about derivatives down a more constructive path. 



� H O W C L O S E I S C L O S E E N O U G H ?

Ed Weinberger, Deutsche Morgan Grenfell

1251 Avenue of the Americas, 36th Floor 

New York, NY 10020                                 

 (212) 469-3403



A popular method of estimating the Value-at-Risk (VAR) for options portfolios is the one advocated by RiskMetrics (TM), i.e. (i) generate a series of hypothetical returns based on a Monte Carlo simulation of market data (ii) sort the returns into appropriate quantiles and (iii) take the largest return in the appropriate quantile as the VAR estimate.  What does not seem to be widely recognized is that this estimate, like any function of its random inputs, is, itself, a random variable, and, as such, will vary from one Monte Carlo run to another (VAR estimation based on historical market data has a similar dependence on WHICH historical period is employed).



Understanding the magnitude of this variability is critical to the important policy question of how small a VAR limit overage to ignore; it is silly to make a big fuss over a 5% overage if a different set of Monte Carlo samples is likely to make a difference of 10% in the VAR estimate! 



Fortunately, the mathematical theory of order statistics can provide a definitive answer to these questions if we assume that the returns on the PORTFOLIO (if not the individual trades) are normally distributed.  It turns out that the estimate of the P'th percentile with the P*S'th of S samples is slightly biased, its most likely value corresponding to the Q'th percentile, where Q = (P*S-1)/(S-1).  Also, suppose X =N^(-1)(Q), where N is the cumulative normal distribution, and N^(-1) is its inverse. For any particular set of samples, the P*S'th sample will lie in some interval (X-a, X+a) with some probability B, which can be written X*(1-z,1+z), where z=a/X is a PERCENTAGE error; for large S, z has the explicit formula



                 exp(Q*Q/2)

          z =  ------------- * N^(-1)(.5*{1+Q*sqrt[c*Q*(1-Q)]*B/P}), 

                 |X|*sqrt(S*c)

           where c = (P-1/S)/Q^2 + (1-P)/(1-Q)^2.



These errors are surprisingly large.  Suppose we generate an estimate of the 5th percentile of returns (i.e. A = .05 so that 95% of the time, losses will not exceed this estimate) using 500 samples, the equivalent of about 2 years of historical data.  Then the best we can guarantee with 95% confidence is a 9.9% error in our estimate.  The same calculation with 10,000 samples improves the 95% confidence interval to only 2.5%.

�Value At Risk and Maximum Loss Optimization

Gerold Studer
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A very condensed overview of risk measurement methods is given and the different techniques are classified. The risk measure "Value At Risk"(VAR) is presented from a new point of view and a general definition of VAR is derived. Next, "Maximum Loss" (ML) is formulated as a mathematical optimization problem and its modeling is described.

The techniques for calculating ML for linear and quadratic risk profiles are presented. Some theoretical relations between VAR and M Lare demonstrated: ML is presented as a general framework including Delta-Normal VAR as well as Wilson's Delta-Gamma approach. It is also proven that ML is a worst case measure which is always more conservative than VAR.

 ----------------------------------------------------------------------

     Quadratic Maximum Loss for Risk Measurement of Portfolios

Effective risk management requires adequate risk measurement. A basic problem herein is the quantification of market risks: what is the overall effect on a portfolio if market rates change? The first chapter gives a brief review of the standard risk measure "Value-At-Risk" (VAR)and introduces the concept of "Maximum Loss" (ML) as a method for identifying the worst case in a given scenario space, called "Trust Region". Next, a technique for calculating efficiently ML for quadratic functions is described; the algorithm is based on the Levenberg-Marquardt theorem, which reduces the high dimensional optimization problem to a one dimensional root finding.

Following this, the idea of the "Maximum Loss Path" is presented: repetitive calculation of ML for a growing trust region leads to a sequence of worst cases, which form a complete path. Similarly, the paths of "Maximum Profit" (MP) and "Expected Value" (EV) can be determined; the comparison of them permits judgments on the quality of portfolios. These concepts are also applicable to non-quadratic portfolios by using  "Dynamic Approximations", which replace arbitrary profit and loss functions with a sequence of quadratic functions.

Finally, the idea of "Maximum Loss Distribution" is explained. The distributions of ML and MP can be obtained directly from the ML and MP paths. They lead to lower and upper bounds of VAR and allow statements about the spread of ML and MP.



� VAR, The Next Generation

Rod Beckstrom, CEO of C·ATS Software

(Risk managers today want more variety in VAR)



Popularized by JP Morgan's ubiquitous RiskMetrics, value-at-risk has lately been the risk manager's buttered toast and morning coffee. This basic staple, however, is increasingly becoming but one course in a larger meal as banks and brokerages search for a comprehensive "package" of risk methodologies that can accurately estimate the risks of complex derivatives, provide "worst case scenario" analysis and generate risk measures on a global, portfolio basis. "Second generation" consumers of VAR and other risk management techniques are more demanding than ever before.  



In this article, let's delineate the new risk management "wish list," discuss potential business incentives to build more robust risk-management systems and explain data management issues that can make or break your risk system.  



Before discussing specific trends in risk management, it is important to define our terms. JP Morgan has done an excellent job raising awareness with regard to value-at-risk, but RiskMetrics is only one example of a particular type of value-at-risk based on variance/covariance. The whole area of "risk management" is much larger than simple value-at-risk, and there are several risk measurement techniques that many banks use in conjunction with each other to create a "balanced" picture of risk.  



(1) Basic VAR

Basic value-at-risk is based on variance/covariance, the amount by which your P&L is likely to change if a number of market variables change. In basic VAR you usually do not compare your projected P&Ls to any sort of benchmark, but rather focus solely on finding an average variance. This average variance is, in turn, determined to a large extent by the volatility figures which you assign to each changing variable. Plus, in many types of basic VAR calculations, you may also want to determine correlations between the different variables you have chosen.  



The result? A large matrix involving literally thousands of points which are then compared against each other to provide variance, the basic input to VAR.  



(2) Historic simulation 

Historic simulation is the most direct technique for computing VAR and it is widely favored because it provides universal coverage of all instruments and all types of market risk -- a major strength. Statistically, in historic simulation, VAR is derived from the distribution of portfolio values over a given time horizon, given a series of historical market data prices. The distribution of portfolio values is calculated by revaluing portfolio many times using a time series of market prices. Portfolio total return is measured as the change in market value between one date and the next, as determined by the length of the time horizon. Some object that historic simulation is too computationally intensive because every day of history must be analyzed. But in fact the volatilities of an entire data set versus a smaller sample should not vary greatly, and there are ways to accelerate the computation process.  



(3) Monte Carlo

Monte Carlo analysis is used both by traders and risk managers. It works by tracking the hypothetical performance of your portfolio according to many randomly generated market price paths. As with variance/covariance VAR, you must specify correlations between various market variables and securities. Many believe that the "sample paths" method provides a more realistic depiction of your true risk than either VAR (as described above) or fixed scenario testing (as described below) because the price change distribution of the sample paths reflects the entire range of possible outcomes and their probabilities.  



The downside? The biggest drawback to Monte Carlo analysis is purely logistical. You need a lot of computing power to revalue your entire portfolio for, say, ten thousand or so sample paths.  



(4) Scenario/stress testing

 Now almost as popular as VAR, scenario testing is a straightforward method that allows you to observe how your portfolio behaves under a worst case scenario. In particular, scenario testing is used to fill the space where variance/covariance VAR leaves off, providing risk estimates for the outer reaches of the probability curve.  



The new wish list As firms' experience with VAR and other risk measures has increased, their goals and needs have also expanded considerably. The following three items typically top firms' risk management wish lists:  



(1) Multiple methodologies

Instead of relying on a single approach to predict all potential risks, most firms are now using more than one methodology to provide what they believe is a more complete picture of their risk. For example, a bank might run VAR calculations as well as stress tests, to catch the possible consequences of an event located, say, four or five standard deviations away from the center of the normal curve. Still others may combine VAR, scenario analysis and historical analysis. I have seen many C·ATS clients adopt this multi-faceted approach with success, and it appears to be catching on as firms become increasingly comfortable with the application of risk management theories.  



(2) Summary reporting

One of the major appeals of value-at-risk for many managers is that it can theoretically provide a single number that can be presented to the CFO, board of directors or whomever as an easy summary of the entire organization's risk. Sometimes, top managers will want to see breakdowns according to instrument class, market area or geography, but typically, their needs are for accurate - and - compressed information.  



(3) Detail reporting

On the other hand, risk managers and executives just below the CFO/ CEO level will want the ability to put their arms around much more detail-intensive information. This may entail a review of various worst-case scenarios or reviewing risk according to product category, specific trading desk etc. Risk limits and profit versus risk are also important to consider, particularly for those charged with business planning. For these managers, risk data can be critical when deciding how much capital to allocate for each business unit.  



The rise of risk technology The current trend for mix-and-match risk management coupled with growing reporting requirements have allowed technology to play an increasingly critical role.  



Although derivatives departments have developed an undeserved public reputation as risk-seekers, they are the ones leading the technological charge within and throughout their institutions. But as the systems developed by and for derivatives traders and risk specialists spread to other areas, new philosophical and cultural issues may arise. For example, government bond people may think quite differently about risk management than those on the derivatives desk, because government bonds have an inherently simpler "risk profile" than many derivative instruments.  



Still, the "expansion" of risk management systems with roots in derivatives desks is part of a growing and largely positive trend, namely the consolidation of firm-wide risk management into a single system and/or platform. Many firms, in fact, are in the midst of such a conversion now. The biggest issues for these banks and brokerages, not surprisingly, are logistical.  



Data management is the single biggest challenge, bar none. First, the information must be extracted from different systems. Often these systems will reside on different hardware platforms (and/or networks) using different operating systems; you may need to build a number of interfaces or invest in multi platform communications tools known as "middleware" to actually get at this data. Next, it must be "scrubbed" for mistakes and stray ASCII characters following a conversion. And then the data must be tested and checked once again for errors and inconsistencies.  



One of the most prevalent inconsistencies is nomenclature-based discrepancies. For example, one system might recognize JPY for "Japanese yen" while another might simply recognize YEN. Thus, it is essential that any firm attempting a firm-wide integration of risk management invest in a solid data mapping facility. Data mapping is the ability to translate data stored in "different languages" into a common, equivalent language that your risk management system can read.  



Finally, wherever you decide to run your "globalized" risk management system, it is very important to ensure that you have enough horsepower to run your calculations quickly. (A VAR calculation on a large portfolio may take several hours to run on a small mainframe - and will be out of date before the results are printed.) Speed can be also compromised by inefficient data storage, high-traffic networking and poorly constructed code.  



The logistical challenges of bringing together the data you need to perform useful and accurate risk measurements should not be underrated. In fact, the quality of the data you are using to perform your calculations is much more important than the models you decide to use. And a flexible, multi-faceted risk measurement program is also more likely to "catch" data irregularities than a system based solely on any one method. The benefits of your risk management system, when it is finally complete, include improved decision-making, more refined risk limits, better capital allocation and the ability to comply with almost any regulatory reporting request. �VAR: Pushing Risk Management to The Statistical Limit 

Rod Beckstrom, CEO of C·ATS Software





     There has been no shortage of controversy this year about risk and regulation in the derivatives market as a number of corporations and financial institutions have apparently been blind-sided with highly publicised losses. There are concerns that some banks lack proper and prudent risk control, and that some corporations are in over their heads. Many companies have pulled back from participation in the market. The worst-case scenario envisions the entire financial world tumbling in domino fashion from staggering losses in derivatives. Legislators are calling for stricter regulation of the derivatives industry.  



     It is easy to scoff at the most dire predictions or fears, but the fact remains that much of the US$17 trillion of notional derivative contract risk on the balance sheets of institutions around the world today is being managed from a perspective which is outdated or arcane. One of the major difficulties faced by market participants and regulators is the absence of a common standard for assessing risk, whether in a particular instrument, in a portfolio, or across the entire balance sheet of an organisation. Most static techniques and tools associated with traditional asset and liability managementduration and gap analysis, accrual accounting simulation, and so onare imprecise and unsatisfactory for today's fast-moving, complex markets and instruments. Because of their imprecision, these obsolete methods also are unacceptable to regulators. Until a modern risk management framework can be agreed upon and implemented, a great deal of the discussion about ways to make derivatives management safer is doomed to be incomplete at best or or sterile at worst. The pressure is on for the industry to develop a widely acceptable and reliable approach to prudent risk management.  



     Fortunately, there is a conceptual framework that, with the help of the Group of 30 and others, is gaining recognition as the most inclusive and scientifically-based method for calculating risk. This method is called Value at Risk, or VAR, and its development is changing the way organisations look at risk, from the Chief Executive Officer level down to the trading floor. The emergence of VAR signals the meshing of modern financial theory with practical risk management in the derivatives market. Widespread adoption of VAR in the marketplace would mean that every interested party in both the private and public sectors would have an easy-to-grasp, relatively objective measure of risk, expressed in a currency value which could easily be related to a firm's capitalisation. VAR would supplant some of the complex and controversial formulas previously proposed. Regulators, auditors, shareholders, and management would all, in essence, be speaking the same language when discussing risk. A solid, generalised approach to risk management using VAR would foster healthy growth in the marketplace and minimise the threat of heavy-handed regulation.  



     Of the various forms of risk - operational, liquidity, legal, credit and market price - VAR was developed to address the last. The concept of VAR, however, can also be extended to assess credit risk, and in future models might be developed to measure liquidity and operational risk. The suppositions underlying VAR are consistent with other important and proven financial and portfolio management theories.  



     Specifically, VAR is a statistical estimate, for a level of probability, of how many US dollars (or other currency) a firm risks losing over a specified period of time (the time horizon) due to changes in market price. (For risk management purposes, we are only concerned with potential losses, not gains, although the method is equally valid for calculating the potential for gain.) For example, the VAR of a given portfolio may be US$20m overnight with a 5% probability. This means that, with a probability of 5%, or once every 20 days on average, the portfolio value will fall by more than US$20m  



     VAR uses standard statistical methods employed in other scientific and professional fields. One of the key advantages of VAR is that it looks at risk over time, based on historic data, rather than simply providing a static snapshot of a portfolio or balance sheet. Most VAR models assume that the changes in the value of a portfolio, on average, are random and their frequency distribution can be estimated using a normal, or Gaussian, statistical curve (see Figure 1). Depending on the nature of the portfolio and the time period of analysis, however, a lognormal distribution may be more appropriate.  



     How is VAR computed? Using basic statistics, the estimated Standard Deviation (SD) of the markto-market value of a portfolio is calculated from historical data. For those unfamiliar with financial options, the SD of one individual financial instrument or an entire portfolio is referred to as its volatility. VAR is a measure of risk given the portfolio's SD, or volatility, a time horizon and a confidence interval. The confidence interval is the probability of avoiding a loss equal to or greater than the VAR over the time horizon, which is generally determined by the expected close-out period. The confidence interval is measured by the cumulative normal distribution equivalent to the area under the curve. One SD equals a confidence interval of 84% and two is 98%. Changing the confidence interval will therefore change the VAR. In Figure 1, a confidence interval of 84%, which is equivalent to one SD, corresponds to a VAR of US$1 5m. In Figure 2, an overnight 95% confidence interval, equating to a SD of 1.65, means that a loss greater than the calculated VARsay US$20m-will occur only 5% of the time, or one out of 20 days. On all other days, the portfolio value will increase or will experience a loss less than the VAR (see Figure 2).  



     One way to think about VARis to imagine taking a given portfolio, pushing historical prices through it and revaluing it each day. The portfolio may not change, but its implied market value does, based on the different prices each day. The daily change in value, or Net Present Value (NPV), walking through time is then computed and stored in a time series. The SD of the time series is then calculated.  



     Once the SD is known, it is easy to estimate the probability of a given loss over the next day for a given confidence interval.  



     It is important to emphasise that the VAR is always an estimate and is based on past data. It is not certain or precisely known, and hence different models can be used for the estimation. The four most commonly used models are:  



     Historic Simulation;  Estimated Variance/Covariance;  Fixed Scenarios;  Monte Carlo Simulation.  



HISTORIC SIMULATION 



     Historic Simulation is the most direct technique for computing VAR. The beauty of the Historic Simulation approach is that it is universal-it is applicable to all instruments and all market price risk types. Historic simulation can accurately capture gamma, vega, basis and multivariate correlation risk effects. Historic simulation also allows precise, marketaccepted pricing models to be used to revalue each instrument. Discounted cash flow models, analytic or numerical option models, Monte Carlo simulation models or actual market quoted prices can be used, depending on which model best fits the instrument and its market convenbons.  



     Statistically, historic simulation VAR is derived from the distribution of portfolio values over a given time horizon, given a series of historical market data prices. The distribution of portfolio values is calculated by revaluing the portfolio many times using a time series of market prices. Portfolio total return is measured as the change in market value between one date and the next, as determined by the length of the time horizon.  



 NPV    =NPV -NPV      i = (1....n)     i + t   i 



 where; 



     i = begin date in time series n = total number of days in time series t = time horizon in days 



     Once the time series of NPV changes is computed, several possible techniques can be used to determine the probability of loss. The first method computes the SD of portfolio NPV changes, and from this, the estimated VAR for any confidence interval can be computed using the cumulative normal distribution if the portfolio value changes significantly. This helps to stabilise the process in a fashion similar to the variance/covariance process.  



     Instead of using the norrnalised distribution of results, the probable loss can also be computed from the histogram of actual daily NPV changes. This is the only case in which the raw historic simulation results are used, without first converting them into statistical equivalents for the purpose of estimation. The 5% worst case scenarios, for example, can be calculated directly from the data series-just identify the fifth percentile point. This approach is valuable if one does not believe that the distribution of outcomes is best described by a normal distribution. For example, if the distribution of outcomes is lepto-kurtotic (meaning it has a thinner middle and fatter tails), using the raw data may provide a slightly different and more predictive VAR. Smoothing the data set by using the normal curve, however, may improve the prediction if the irregularity of the distribution is due to the Sampling Error (SE).  



     The primary objection to the use of historic simulation is the belief that it is computationally intensive. This assumes, however, that every day of history must be analysed. Statistics suggest otherwise. If, for example, the volatility of a portfolio is computed as US$20m, revaluing the portfolio every day for 10 years of history (approximately 2600 business days), virtually the same volatility can be estimated with a random draw of fewer days. The difference between the volatility based on a smaller sample, and the volatility based on the entire data set should vary only by the SE of the draws, which can be computed as follows:  



          1 Fractional SE = (SE)/(SD) = -----          _n SE = sampling error SD = standard deviation 



     Again, we assume that the daily NPV changes are randomly distributed and there is no auto correlation between daily results. The table below illustrates the average SE associated with different numbers of draws or randomly chosen days of analysis for a portfolio with a VAR of US$20m.  



     In addition, the speed of computation can be accelerated by compressing or translating the risk of the porlfolio into a series of cash flow grid points, using a simultaneous equation that preserves cash flow NPV and delta (the first derivative of price with respect to interest rates). This technique is similar to the method used to transform portfolios into a fommatwhich can be used in estimated variance/covariance analysis. All bonds, swaps, and foreign exchange transactions can be compressed into one master transaction per currency, with a cash flow at each desired date (perhaps at annual increments). This can reduce the number of necessary revaluations by orders of magnitude. For example, the portfolio of forward cash flows can be compressed into 15 transactions with 10 cash flows each, while preserving the NPV and delta  



     risk of the portfolio. If a sample of 500 revaluation dates is drawn at random, then only 7,500 transaction revaluations need to be computed in order to generate sufficient data to estimate the VAR with a 4% standard error. With a high performance workstation software system which can revalue the portfolio successively through a time series of data, this requires less than five minutes to compute.  



ESTIMATED VARIANCE/COVARIANCE 



     In estimated variance/covariance, a set of volatilities and correlations is calculated for simple theoretical instruments (usually foreign exchange spot rates, money market rates, deposit future prices, par value swap rates and bond prices). The resulting correlation matrices are then applied to a simplified spot and zero coupon equivalent representation of the portfolio. The main goal of this approach is to simplify the production of various risk reports and to accelerate the computation of VAR. The basic intuition behind the approach is that implied within the history of market data is the volatility (variance) of each key risk factor, such as a fiveyear zero coupon swap cash flow, and the covariances of that risk factor with each other individual risk factor. Once a matrix of these key variances and covariancff is produced, it is easy to use matrix algebra to convert benchmark position equivalents into a net VAR result. In many ways, this is a computationally elegant approach to the problem, although it comes at the price of lost accuracy. The equation for VAR based on variance/covariance is shown in Equation 3.  



     Although estimated variance/ covariance VAR seems to be gaining favour among some regulators and oversight bodies, it presents difficulties that are not associated with historical simulation. First, the number of members necessary in the matrix is n(n+1)/2. In other words, with 15 currencies each with 10 risk factors, fro a total of 150 risk factors, the matrix has 11,325 members. With 25 currencies each with 10 risk factors, and 50 other equity and commodity spot price risk factors, the size of the of matrix expands to 45,150 members. With a matrix this large, the number of variance/covariance computations needed may potentially outweigh the initial perceived performance benefits. It may not be necessary, however, to compute the matrix values each day.  



     Financially speaking, some information is lost in the variance/covariance approach. First, when the portfolio is compressed down to one sample transaction with 10 zero equivalents at each risk factor per currency, all risk types except delta risk are essentially lost. One way to think about this is to consider how the change in value of a portfolio can be modelled using a Taylor Series Expansion (see Equation 4).  



     When the portfolio is converted into delta equivalent, zero coupon cash flows, the first term is modelled, but the others are lost. So the second term above, representing vega or the first derivative of price with respect to asset volatility, is lost. So is the third term which represents theta. So is the fourth term which represents gamma, and so on. Basically, all types of risk are lost except delta risk.  



     Since gamma and vega risks are important for any balance sheet which contains mortgages, other pre-payable loans, options and exotic derivatives, the loss of accuracy can be nontrivial. These problems could be mitigated if separate risk factors are added to the covariance matrix for gamma and vega, but again the size of the matrix would expand exponentially. By contrast, the historic simulation method, when properly applied, should capture all of the risks in the Taylor Series Expansion.  



     Despite these shortcomings, however, the estimated variance/covari ance approach appeals greatly if the number of risk factors is minimised and the primary risk in the portfolio is adequately summarised with de/ta risk. The perceived elegance has pushed this model into the forefront of industry discussions about VAR.  



FIXED SCENARIOS 



     Under a Fixed Scenario Model, instead of revaluing a portfolio against historical market data, the portfolio is revalued against some set of defined fixed scenarios. Fixed scenarios are also referred to as stress simulations, as in G30 Derivatives Recommendation 61. For example, in one shift, it might be assumed that the US dollars long bond yield jumps 80bps and the yen/US dollars spot rate tumbles to 92bps. These are the types of scenarios that traditional Asset Liability Management (ALM) groups use in presentations and analysis for senior management.



� Making VaR Proactive

 by Mark B. Garman, President, FEA  



Introduction  Some users of value-at-risk (VaR) have reached the stage where simply measuring risk by calculating their VaR is no longer good enough. They are now asking the question, "How can I improve my VaR, and thereby reduce my risks?" In more practical terms, this becomes a requirement to describe those trades which can be undertaken to reduce VaR. Unfortunately, this is precisely the sort of question which the standard VaR methodology is ill prepared to answer. (See for example the rather complete methodology described in RiskMetrics --- Technical Document, Third Edition, New York, May 26, 1995, J. P. Morgan; that document is referred to as "RMTD" subsequently.) 



Instead, VaR is designed for extraordinary information aggregation and reduction. Its whole thrust is aimed towards reducing the complexity of markets and the richness of participant portfolios down to a single number, namely the VaR number representing how much value might be lost over a given time interval, with a given likelihood. In the course of this extreme information distillation, it becomes quite infeasible to recover the cashflows from the VaR numbers, or the trades from the cashflows. Like time itself, the VaR process seems to be unidirectional and irreversible, so at first glance, manipulating the VaR process backwards to produce optimal trades appears to be a most unlikely undertaking.  Yet the irreversibility of the VaR calculations should not deter us from examining candidate trades for their VaR-improving qualities. To establish sensible trading limits based on VaR, this task must be accomplished; indeed, it is implicit in the "trading limit" notion that each new, proposed trade should be examined regarding its incremental VaR contribution. But here two new serious problems arise: (1) the VaR calculation is inherently nonlinear, and (2) institutional portfolios tend to be quite large, sometimes numbering tens of thousands of active trades. As a result of the nonlinearity issue, it becomes difficult to analyze candidate trades in isolation, because each such trade interacts in a complex fashion with the entirety of the institution's portfolio. And as a result of the large portfolio size issue, revaluations of portfolio VaR can become slow and cumbersome, and so are typically performed no more frequently than on an overnight cycle. 



In consequence, the feedback which VaR provides to day-to-day trading activities has been substantially limited. The root cause of this limitation is that, to date, the basic technology for computing incremental VaR has been to recompute the institutional VaR both before and after incorporating the particular candidate trade into the institutional portfolio, with the attendant problems mentioned above. This article attempts to provide a non-mathematical basis for understanding a new VaR improvement methodology, called herein VaRdelta, which overcomes the problems mentioned. (Disclaimers: "RiskMetrics" is a trademark of Morgan Guaranty Trust Company. "VaRdelta" is a trademark of Financial Engineering Associates, Inc. (FEA) for the software and related technology implementing the method.. Neither the author nor FEA warrants the accuracy or fitness for use of any results obtained by using VaR, RiskMetrics, or VaRdelta.) 



A resulting benefit is that VaRdelta can be used to support real-time VaR trading limits. Extensions of the technique also allow us to rank a set of candidate trades for the purpose of VaR improvement. The downside of VaRdelta is that it provides only an approximation to the true incremental VaR of a candidate trade, but it is clear that the approximation is quite good for most institutions.  Standard VaR  In order to understand VaRdelta, it is first necessary to become more familiar with the way in which standard analytical VaR methods work. VaR analysis commences by replacing the trades in a portfolio with certain cashflows which reflect both those trades' current values and their risk attributes. This process is called mapping (see RMTD, pp. 107--140), since it decomposes trades into their component cashflows, making sure that these cashflows are aligned to only certain maturities ("vertices") for which statistical data exists. The resulting cashflow map is then subjected to standard variance-covariance analysis wherein the correlations between cashflows may reduce risk exposures through their diversifying effects. The result is a single number, the VaR number, which is a forecast of how much value might be lost in the original portfolio, due to normal market movements, over a given interval of time, for a given level of confidence, and in a given home currency. The dashed area of Figure 1 shows the standard VaR computation sequence.     
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Figure 1  



The remainder of Figure 1 shows how a new candidate trade is handled under standard incremental VaR methodology, by merging it with the original portfolio at either the trade level or cashflow level , and recalculating VaR for the augmented portfolio, next comparing this with the original VaR. A trade is then considered favorable for risk reduction purposes whenever the augmented VaR declines.  

VaR / VaRdelta Method  

By contrast, the VaRdelta method computes an additional quantity representing the gradient of the VaR, which is the cashflow direction in which the VaR is increasing at the fastest rate. To understand the VaR gradient, let us examine an oversimplified case where all trades are mapped into only two types of cashflows, for example one-week U.S. dollars and three-month Deutschemarks. (Clearly, only trades involving just these two currencies would map in such a simple fashion, although cross-mapping (e.g. Guilders into Deutschemark) is a possibility.) 



Figure 2 depicts the situation. 
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Figure 2  



The two cashflow dimensions are shown as the axes of Figure 2. The institutional portfolio is mapped into a pair of these vertex cashflows, shown as the point P in Figure 2. The ovals represent cashflow combinations having equal VaR, or so-called "iso-VaR" lines, not unlike the contours on an ordinary terrain map. (We are looking down, from above, on an oval-shaped valley.) 



Clearly, if we are close to the origin, the cashflows' sizes are close to zero, and so the risk (as measured by VaR) must also be near zero (the "low" areas); this is shown in Figure 2 by the lighter ovals. As we get farther from the origin, the ovals become darker, indicating a higher VaR number and so higher risk. Now we ask the question, "At the cashflow point P representing our current portfolio situation, what is the direction of fastest increase in the VaR quantity?" (This is the "most uphill" direction.) This direction is shown by the white arrow emanating from the portfolio holdings point P in Figure 2. In other words, if we wished to increase VaR the fastest by adding new cashflows to our current portfolio, we would do so by increasing our cashflows in the direction shown by the white arrow, and this is the "gradient" of our current VaR, i.e. VaRdelta.  Now we can see how to evaluate a candidate trade for its VaR-improvement qualities: if it takes us in a direction that is within ninety degrees of the direction of the gradient direction VaRdelta, the trade is increasing our VaR; if it takes us in a direction which is more than ninety degrees, VaR is declining. Fortunately, both the calculation of VaRdelta vector itself, as well as the angle between the direction of a candidate trade's cashflow and VaRdelta, are relatively straightforward arithmetical operations. 



The VaRdelta can even be produced as a by-product of a normal VaR calculation by reorganizing somewhat the method which is used for computing VaR. Thus the suggested procedure for VaR / VaRdelta implementation is as shown in Figure 3. According to the sequence shown in Figure 3, both VaR and VaRdelta are calculated for the institutional portfolio; this may be done at the beginning of the customary one-day trading cycle or some other convenient cycle. 



�

Figure 3  



The big difference between the standard technique (shown in Figure 1) and the VaR/VaRdelta technique (shown in Figure 3) is that in the latter, a complete VaR recalculation need no longer be performed as each candidate trade appears; instead, the cashflows of the candidate trade are merely combined with the then-static VaRdelta quantity (to see in what "direction," uphill or downhill, they take us). 



It is important to note that VaRdelta does not depend upon any candidate trade. Indeed, it is this specific feature which enables the real-time application of incremental VaR. Using the VaR/VaRdelta approach thus permits the rapid assessment of incremental VaR for all candidate trades, making VaR-based trading limits a practical reality. 



The VaRdelta method provides only an approximation to the true incremental VaR. How good is that approximation? This depends upon the size of the candidate trades and the actual trades undertaken during a trading cycle; if these are both small relative to the overall portfolio position of the institution, the approximation will be quite good. We can gain some idea of this by again examining Figure 2: Suppose the portfolio position P is shifted in location by only a small amount, as a result of trading during the day. It is easy to see that the "uphill" direction, the VaRdelta arrow, will probably not change very much. In other words, for most practical situations, the approximation will be quite good. The perilous cases for the VaRdelta approximation will occur when either the cumulation of actual trades performed during a trading cycle, or the size of any one candidate trade itself, becomes significantly large relative to the overall portfolio then held by the institution, and even so, the first circumstance may be overcome by a more frequent VaR/VaRdelta computation.  



Normalization  

The VaRdelta technique can tell us whether VaR is increased or decreased by a given candidate trade, but by itself it does not provide a basis for comparing such trades as to their VaR-improving qualities. This is because any given trade can be arbitrarily doubled or halved in size, and this will affect its VaR-improving magnitude. What we need, then, is a method for scaling trades by their size, so that the trades themselves become comparable. This process is termed "normalization." Its net result is that it becomes meaningful to talk about the incremental VaR per unit of trade size. 



The trick is to define a trade's "size," and here there are several attractive possibilities. The size of a trade can be measured in terms of (1) the cashflows it generates, (2) its individual VaR risk, (3) its potential returns, (4) its market price, (5) the capital it requires, or (6) its notional value, i.e. some other arbitrary choice. We then divide by this scale measurement, in order to reduce the trade to the size of one unit. Once all trades have been scaled to a single-unit size, it then becomes meaningful to compare them as to their magnitudes of VaR improvement. In this way, normalization can be used to rank a set of candidate trades. For example, if the capital-use normalization is selected, we can rank candidate trades as to how many dollars of VaR improvement we gain, per dollar of capital employed, for each of several trades.  



Conclusion  

Adding the VaRdelta and normalization processes to VaR provides the means for determining the signs and relative magnitudes of changes to portfolio VaR resulting from proposed trades. The application of VaRdelta to the cashflow map of any proposed normalized trade provides a good approximation of the per-unit impact that a proposed trade will have, without necessitating a full recalculation of augmented portfolio VaR. VaRdelta therefore provides a prescriptive and proactive method, which makes it is useful for implementing such features as real-time VaR trading limits and related calculations which assess the risk management impact of a proposed trade. As a result, by using the VaRdelta concept, the feedback of VaR technology upon trading activities becomes much more direct, immediate, and informative. 
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Since 1994, when several companies hit the headlines for their speculative use of swaps and the resulting losses, many corporations have taken the opportunity to re-examine their interest rate or currency risk management policies and general liability management practices. Creating an optimal liability structure has always been a priority for corporate treasurers, but it has been put more in the spotlight following the headlines in 1994, the inception of new accounting rules, such as FAS 107 and FAS 119[1], and the continued drive for more innovative debt, equity and hybrid products. Furthermore, there is a tendency to compare portfolios of companies within similar industries to provide comfort that their debt strategy is in line with or favorable to others. [2]  



An optimal debt portfolio is a misnomer in many respects. First, how does one define optimal? Is it a debt portfolio that will result in the lowest interest expense over periods of time? Is it a portfolio that will allow the most flexibility in changing business and economic environments? Ideally, it is a combination of the above, but realistically it is only with hindsight that one can identify the optimal debt portfolio for an organization. Nonetheless, it is only prudent to have a well thought out liability management strategy that is built on the four M's[3] of managing liabilities and risk: Measure, Manage, Monitor and Modify[4]. This article will highlight a number of different ideas and concepts commonly used by liability managers. There is no perfect recipe for the optimal portfolio, but there are many ingredients which if added in the right amounts will suit any taste. 



Selecting an Optimal Debt Portfolio 



When a company contemplates its optimal debt structure, the goal is typically to create a structure that ensures liquidity, provides flexibility and minimizes interest expense. The ideal or optimal portfolio is often expressed as the benchmark portfolio. Each company, even within the same industry, will have a unique benchmark based on its specific needs and plans for the future. The benchmark portfolio is represented in many different ways, such as its duration or modified duration, short versus long term debt or mix of fixed versus floating rate debt, but is often expressed as a combination of some or all of the above. Many times a company will use fixed versus floating rate mix as the most traditional benchmark while, of course, keeping liquidity constraints and debt refinancing as a priority. 



When deciding on an optimal debt structure, it is important to divorce the decisions between short term versus long term debt and fixed versus floating rate mix. Because of the flexibility in altering characteristics of a debt portfolio using the swap market, it is not necessary to issue floating rate notes or commercial paper to increase exposure to floating rates or fixed rate notes to increase fixed rate exposure. As shown in the accompanying diagram, there are many factors that influence the optimal structure of the debt portfolio and its interest rate characteristics. Some factors, but not all, are independent of each other, and those that are independent should be managed directly in the underlying debt portfolio or through the use of derivatives. Any overlapping factors could be addressed in the debt portfolio or through derivatives depending on the specific circumstances. The primary use of derivatives should be to bridge the gap when the interest rate characteristics of the optimal debt structure do not equal the targeted exposure to interest rates. 



The first decision in structuring the optimal portfolio is determining the appropriate amount of short-term versus long-term debt. This tends to be a relatively easy decision for most companies as it is typically based on a company's liquidity requirements taking into consideration the composition of its assets and cashflow. Other factors, such as maintaining or achieving a targeted credit rating, the ability or cost of accessing different sectors of the market, e.g., the long term debt markets, will also influence the ultimate liability structure. Most capital-intensive companies with a significant amount of long-term assets tend to fund themselves with larger amounts of long-term debt. Traditionally, the argument has been that cashflows are produced, either directly or indirectly, from long-term assets over long periods of time; therefore, long-term debt is most appropriate. 



Duration is most often used as a measure describing investment portfolios. However, more corporations with the aid of sophisticated modeling tools, are using duration as a measure to describe their benchmark debt portfolio. Financial institutions use duration to measure the risk of their financial assets and liabilities and manage their portfolios so that they are duration neutral. However, matching the duration of assets to liabilities is much more difficult for a non-financial corporation since determining the duration of its non-financial assets is a best guess, if that. For example, what is the duration of a multi-million dollar factory, equipment or land? What is the duration of proprietary technology? After all, duration measures the sensitivity of the value of the asset (or liability) to a parallel shift in the yield curve. If interest rates increase or decrease by 1%, does the market value of a non-financial asset change proportionately. Most likely not. Therefore, even though the duration of non-financial assets may serve as a framework to determine a company's benchmark debt portfolio, duration should not be used as a precise measure with exact management as the goal since there are too many assumptions that go into its measurement. 



The second decision, independent of the first, is determining the optimal interest rate characteristics of the portfolio. Most companies refer to this as their fixed versus floating benchmark. Clearly for financial institutions the matching of floating rate assets to floating rate liabilities is crucial and a relatively easy decision to make (referring back to matching durations). For an industrial company or other non-financial corporation with little financial assets, determining the appropriate benchmark is usually more difficult. The decision tends to reflect a company's sensitivity to the volatility of interest rates and the resulting impact on the income statement and cashflow. Several other factors will influence the amount of interest rate exposure a company is willing to take, such as the correlation of the level of interest rates to a company's cashflow, the current view on rates, debt covenants in respect to interest coverage ratios or specific hedging requirements commonly found in highly leveraged companies. Management's "conservatism" will also play an important role. Most "conservative" companies tend to favor more fixed rate debt since their costs are known and are not at risk to rising rates. However, it goes without saying that a portfolio heavily weighted with fixed debt is just as much at risk when interest rates decline as a portfolio heavily weighted with floating is when rates rise. 



Most companies tend to target the 50%/50% benchmark simply because it is neutral. Although this benchmark tends to change as the economic environment changes. In declining rate environments, most companies tend to increase their floating rate exposure to take advantage of lower interest costs. This is particularly the case in a steep yield curve environment such as the one experienced in the US in the early 1990s. By 1993 and 1994 it was not unusual to see a company with 70% to 80% floating rate debt. With short term rates at 3% it was hard to justify doubling interest expense even though that meant locking-in historically low long term interest rates. In rising rate environments, companies naturally drift back to more fixed rate debt to protect their interest expense although it is usually after rates have already hit their lows. 
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What is Fixed versus Floating Rate Mix? 

Although fixed versus floating rate debt is a common benchmark used by most corporates in managing their liabilities, it is limiting since it is not an accurate gauge of a company's exposure to fixed or floating interest rates. What is floating rate debt? Is it only liabilities that are priced off of variable rate indices, such as LIBOR, CP or CMT[5]? What is the difference if the debt is capped at 5% versus 10%. Is it considered fixed or floating? Is fixed rate debt maturing within a year or two considered fixed or floating? In all of these cases it is difficult to say because the traditional benchmark of fixed versus floating is static and open to interpretation. Although they require more quantitative muscle than determining the fixed versus floating rate mix, modified duration[6] and key rate duration give a more complete picture of a company's exposure to interest rates. Therefore, although the mix of fixed versus floating debt should not be ignored, the measurement of a company's exposure to interest rates should be broadened to include more precise modeling techniques. 



Managing the Market Value of Debt 

Since the inception of accounting disclosure requirements, several treasurers have wrestled with the importance of actively managing the market value of their debt portfolio. We can conclude that the market value of debt must be very important to someone since it is required to be disclosed in the footnotes; therefore, changes in the market value of debt should also matter. However, there are two schools of thought in managing the market value of debt[7]. The first is that it does matter and that one should reasonably protect against increases in the market value of debt. Theoretically, an increase in the market value of debt should result in a decrease in the market value of equity, all else being equal. The second thought is that the market value doesn't matter from a liability management perspective since the debt is intended to be outstanding until maturity, and therefore, even though the market value will fluctuate, the ultimate financial obligation remains unchanged. This does not suggest that this school does not believe in managing its interest rate exposure or that investors do not penalize companies with high coupon debt, but that they do not actively manage the market value. 



Although controversial, one can make the argument that some (not all!) of the companies that made the headlines for derivatives losses in the 1994 were managing the market value of their debt. For example, several of the companies that took these losses had recently issued thirty-year debt. As bond rates declined the market value of the debt instruments increased. To hedge against further increases in the market value of their debt, they took bullish positions on the bond. If bond rates declined the hedge would gain in value, but would be offset by unrealized losses on the debt. If bond rates increased, which is of course what happened, the hedges would lose value, but it would be offset by unrealized gain on the debt. However, the accountants determined that the swaps could not be considered for hedge accounting and would have to be marked-to-market thus resulting in the publicized losses. The implication of this argument is not that managing the market value of debt through the use of derivatives will result in the marking-to-market of any instrument[8], but that the accounting profession may apply asymmetric standards as to what constitutes risk (i.e. the market value of debt versus interest expense) to the liability manager. 



Conclusion 

Naturally, each company will have its own view regarding an optimal debt strategy and rarely does a treasury staff have the luxury to start with a clean slate. Each company is unique and no "right" answer can be applied to all companies even within similar industries. Even within the same company, it is not unusual to see divergent views on what is considered optimal. However, the process and decision making for selecting the optimal portfolio is dynamic and will continually evolve as the company and environment changes. By incorporating some of the ideas and principals brought forward, such as divorcing the decision between short term versus long term debt and fixed versus floating rate debt, applying more precise risk measurement tools and defining risk to the corporation from a liability manager's perspective, the task should become less complicated. 



Footnotes



1. FASB Statement #107, Disclosure about Fair Value of Financial Instruments, extended fair value disclosure practices of FAS #105 for some financial instruments by requiring all entities to disclose the fair value of financial instruments, both assets and liabilities on and off-balance sheet, for which it is practicable to estimate fair value. FASB Statement #119 Disclosure about Derivative Financial Instruments and Fair Value of Financial Instruments, requires disclosures about amounts, nature, and terms of derivative financial instruments that are not subject to FAS #105 because they do not result in off-balance sheet risk of accounting loss. 



2. This analysis has become much easier since the inception of the disclosure requirements. Because swaps and their bi-products are often used to lower the cost of liability portfolios, not only does the disclosure "alert" investors of a company's use of derivatives (and I say that facetiously), it also gives a much clearer picture of a company's financing and hedging strategies to competitors. 



3. Interest Rate & Currency Swaps, Ravi Dattatreya, Raj Venkatesh, Vijaya Venkatesh, 1994 Probus Publishing Company 



4. I will also irreverently add Manipulate to Ravi’s list for those who believe perception is more important than reality. 



5. Constant Maturity Treasury Rate or CMS as the Constant Maturity Swap Rate 



6.Key rate duration is the percentage change in the value of a portfolio for a one percent change in a specific sector of the curve i.e., the key rate of five years. 



7. There is continuing discussion by accounting professionals on whether the market value of all financial assets and liabilities (and ultimately all assets) should be brought on balance sheet. If this becomes reality, the question of whether to manage the market value of debt will become mute. 



8. The companies may have achieved the same effect of hedging the market value of their debt by receiving fixed and paying floating on a thirty year swap. This would have likely received hedge accounting treatment since it would have been considered converting fixed rate debt to floating, but he thirty year is an illiquid market which is inaccessible for most.
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